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Where are we?



We can get bytes off disk and turn them into 
characters. 

Now to find things we’re interested in, inside those 
sequences of characters.



This week, we’ll see how far we can get with rule-
based systems, before we turn to machine learning 
approaches.



Search



February 2011



LITERARY CHARACTER APB for $400: 

His victims include Charity Burbage, Mad Eye 
Moody & Severus Snape; he’d be easier to catch if 
you’d just name him!



BEATLES PEOPLE for $200: 

“And anytime you feel the pain, hey” this guy 
“refrain, don’t carry the world upon your shoulders”



OLYMPIC ODDITIES for $800: 

In the 2004 opening ceremonies, a sole member of 
this team opened the Parade of Nations; the rest of 
his team closed it.



Some of these questions are really hard for people 
because you need to know so much trivia, and our 
meat minds are bad at that. 

But computers can store a lot; Watson had 21.6 TB 
of storage, back in 2011.



LINUS’S LAW: “Given enough eyeballs, all bugs are shallow.”

https://en.wikipedia.org/wiki/Linus's_law


“Given enough text, all questions are easy.”



Regular expressions in Python



RE functions to know: 

re.search 

re.match 

re.finditer 

re.findall 

re.compile 

re.sub



import re 

s = "Hello there" 

m = re.search(r"\b(t?here)\b", s) 

print(m.group(1))



import re 

s = "Hello there" 

m = re.search(r"\b(t?here)\b", s) 

print(m.group(1))

Says this is a regular 
expression. Otherwise, \b 
won’t be interpreted correctly 
as the class of word-boundary 
markers.



import re 

s = "Hello there" 

m = re.match(r"\b(t?here)\b", s) 

print(m.group(1))



import re 

s = "Hello there" 

m = re.match(r"\b(t?here)\b", s) 

print(m.group(1))

Error! re.match only matches from the 
beginning of the string. It’s equivalent to 
starting the RE with ^.



→ Notebook: Regular expressions

https://colab.research.google.com/drive/18nbIVS0Xb2NVbuLWcshC3rerbmGTUn9k#scrollTo=Regular_expressions


Weizenbaum, 1966. “ELIZA – A 
Computer Program For the Study of 
Natural Language Communication 
Between Man and Machine”

https://dl.acm.org/doi/pdf/10.1145/365153.365168
https://dl.acm.org/doi/pdf/10.1145/365153.365168
https://dl.acm.org/doi/pdf/10.1145/365153.365168
https://dl.acm.org/doi/pdf/10.1145/365153.365168


import re 
   
patient = "I hate that you judge me so much." 

m = re.match("(.*) (you) (.*) (me)", patient) 

print("What makes you think I " + m.group(3) 
    + " you?")



https://github.com/jezhiggins/eliza.py/blob/main/eliza.py


Practice: Information extraction



Output will be triples (entity1, relation, entity2), e.g., 

("Vassar College", "located in", "Poughkeepsie, NY") 

("Grace Hopper", "born in", "1906")



“[Regular expressions] are particularly useful for 
searching in texts, when we have a pattern to search 
for and a corpus of texts to search through. A 
regular expression search function will search 
through the corpus, returning all texts that match 
the pattern.” 
Jurafsky & Martin, § 2.1



Consider learning when people were born.



Consider learning when people were born.

What do you search for?



Let’s try some of these out!  

As our corpus, we’ll look at part of an old snapshot 
of English Wikipedia…



born in [0-9]{4} 

Don’t want to match places or other descriptions, 
e.g.,  

born in New York 

born in poverty



→ Notebook: Information extraction

https://colab.research.google.com/drive/18nbIVS0Xb2NVbuLWcshC3rerbmGTUn9k#scrollTo=Practice_Information_extraction


https://en.wikipedia.org/wiki/David_Bowie


These kind of searches let us learn lots of 
information that’s stated in text. 

Which companies bought which other companies. 

What state is a town in?  

Which musicians made which albums?



As we work on this information retrieval program, 
we’ve been trying to fix two kinds of errors: 

1  False positives: Matching strings that we shouldn’t 
have matched (e.g., born in humble circumstances) 

2  False negatives: Not matching things that we 
should have matched (e.g., born on the first of 
January, 1901)



Error types

Program thinks it 
says when 
someone was born

Program thinks it 
doesn’t say when 
someone was born

Actually says when 
someone was born

Doesn’t actually says 
when someone was born

True positive False positive

True negativeFalse negative



In NLP, we’re always dealing with these kinds of 
errors. 

Reducing the error rate for an application often 
involves two antagonistic efforts: 

Increasing accuracy or precision (minimizing false positives) 

Increasing coverage or recall (minimizing false negatives)
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